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ANauisTa be seGuranca ba INnFormacao
PesQuUISabDOor em seGuranca ba INFormacao INnbepPenbenTe

ESTUDAa O Kermnet DO FreeBSsSD Desbe ~ 2010
ESTUDa O Rermnet DO LINUX Desbhe 2015

PrinciPals Inrteresses

vuLneraBliLiTy researCH, rOOTKITS, SOuUrce Ccobe revievw,
oPerarting sysrtems, compurter sclience, marHemartICSs, PHYSICS



AVISO LeGal ALLELLE

SECURITY INTELLIGENCE




arauretura pe compuTtaporesAlL L [=L [=

SECURITY INTELLIGENCE

"A ArQuiTeTura be cCompPuTabores € O ProJeTo conceltuac e
FunDamenTat Da esTrurtura oPeracionatc be um sistema
compPUTaciONaL. ELa € O esTUDO DOS reQUISITOS Necessarios Para
Que um compPpuTabOr Funcione e be COMmao orGganizar Os bliversos
compPoOonenTes Para oBTer metHores besempPenHos.”

ARM ARM6G4 SPARC ITanium MIPS POWERPC
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ReaL mobe
16 BITS
sem anels be ProTecao
aCesso ToTalL ao Harbware
ProTecTeb mobe
RINGS
seGcmenTacao
PaGINacao
32 BITS - 4G
virTtual 8086
DOS
LONG MoDe
PaGINacao
SUPOrTE LIMITAaboO a seGmenTtacao
AMD64 CcanonicaL abbress
64 BITS reGisTrabpores
SUB MODO De comPaTiBILIDabe 32 BITS
VIV
16 BITS
smram
Gerencliabpor sMl Provibo PelLa BIOS/UEF
UsaboO normaLmenTe Para GerenclamenTo De erros CriTicos
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Real-Address
Mode
Reset

or
Reset or _ RSM
PE=0

SMI#
Protected Mode -~
RSM

\LME=1, CRO.PG=1*

Virtual-8086
Mode

SECURITY INTELLIGENCE

System

Management

* See Section 9.8.5
** See Section 9.8.5.4

Figure 2-3. Transitions Among the Processor’s Operating Modes

HTTPS://SOFTWare.lnTteL.Ccomy/sitTes/DerFaulLT/FILesS/Manaceb/a4/60/325384-SDM-VOL-3aBCD.PDF~
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Ring 1
Ring O

Kernel

Device drivers

Device drivers

Applications

HTTPS://UPLOabD.WIKIMeDIa.OrG/WIKIPeDIa/COMMONS/THUMB/2/2F/PrIV_INNGS.SVG/1280PX-PIV_IrNNGs.sVG.PNG
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Kernel space
User code CANNOT read from nor write to these addresses,
doing so results in a Segmentation Fault 9xCo008800 TASK SIZE

e Random stack offset

 RLIMIT_STACK (e.g., 8MB)

e Random mmap offset

Memory Mapping Segment
File mappings (including dynamic libraries) and anonymous
mappings. Example: /lib/libc.so

program break
brk

start_brk
- Random brk offset
BSS segment

Uninitialized static variables, filled with zeros.
Example: static char *userName;

Data segment end_data
Static variables initialized by the programmer.
Example: static char *gonzo = "God’s own prototype”; start data

Text segment (ELF) end_code
Stores the binary image of the process (e.g., /bin/gonzo) Ox03048060

%]

HTTPS://L.STACK.IMGUIr.COmM/PVENT.PNG
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POrQuUe esTubpar O NnucLeo DO LINUX?

conHecimenTO

APrenber cComo Uum NnuUcLeo FUNCIoNa PermiTe ao ProGramabor enTenber meLHor a
maaQuina.
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POrQuUe esTubpar O NnucLeo DO LINUX?
conHecimenTO

OopPOrTunibabe be empPreco

Ter cCOonHecimenTos be COMO Um NUCLeo FUNCIoNa € um Granbe DiFerenclaL. PODe
Nao Haver muiTas OPOrTunNiDabes Mas as Que exisTem PoDbem ser BasTanTes INTeressanTes.
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ReTOIrNMao ~lnanceliro
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POrQuUe esTubpar O NnucLeo DO LINUX?
conHecimenTO
OPOrTUuNIDane De empPrreco

ReTOIrNMao ~lnanceliro

RETOIrMoO FINanNceiro atraves Do mercabpo be COMmPra e venba be vulLnerasiLiDabes.

PWN20WnN, $15,000, uBUNTU

ZImpPerium, N-Days, PreCo besCconHecCcibo
zeroblum, CcenTos uBUNTU TalLs, > $30,000
INTerneT BUG BOUNTY, $10,000, COMeX, TOWeLrooT
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POrQue esTubar O NUcCLeo DO LINUX?
conHecImenTOo

OPOrTUNIDabDe be empPreGco

RETOrNO FINaNcelro

FUIrTIVIDaDe

O NUCLeO € Uma Das PrincipPals ParTes be um sistema. se um atacanTte tTem
coNnTroLe DO NUCLEeO, seu UNICo LiImiTe sera sua imaacinacao.
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RETOrNO FINaNcelro
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sSUPerrFiclie be ataQuesescaLacao be PriviILEGIOS/SANDBOX
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POrQue esTubar O NUcCLeo DO LINUX?
conHecImenTOo

OPOrTUNIDabDe be empPreGco

RETOrNO FINaNcelro

FUIrTIVIDaDe

sSUPerrFiclie be ataQuesescaLacao be PriviILEGIOS/SANDBOX

O KerneL contem POr Pabrao uma Granbe supPerrFiclie be ataqQue.
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P: QUAL amBienNnTe mals abpeQuaboO Para se Iniclar Os esTupos Do
NUCLeO DO LINUX?

R: DePenbDe De Caba PesQuUIsabor e suas moTivacoes
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P: QUAL amBienNnTe mals abpeQuaboO Para se Iniclar Os esTupos Do
NUCLeO DO LINUX?

R: DePenbDe De Caba PesQuUIsabor e suas moTivacoes
POrem, exiIsTem aLGumas POSSsIBILIDabDes:
\VI/NGISIIAIS ISEESISS

MaQullnas virtuals
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P: QUAaL amBienTe mals abpeQuabo Para se Inicliar Os esTubos Do
NUCLeO DO LINUX?

R: DePenDe De Caba PesQuUIsabor e suas moTivacoes
POrem, exiIsTem aLGumas POoSsIBILIDaDes:

MAQUINAas reals

MaQullnas virtuals

NuUvem
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MaQullnas reals
vVanrtaagcerm
seGcuranca
Desvantascerm
GerenclamenTO
CuUusTO

Harbware
MOBILIDabe
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MaQullnas virtualct
vVanrtaagcerm

seGcuranca
CuUusTO

Desvantacerm

ESPaACO em DISCO
MOBILIDabe
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NuUvVem

vVanrtaagcerm
MOBILIDabe
Harbware
Desvantacerm
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LINUS TOrNVaLbs
Criapbor, mantenebOr e PrincCiPat besenvolLvebor
GreG RroaH-Harrtman

DesenvoLveDOr e manTenebor De varios suBsisTemas
ManTtenebOr DO BrfranmncH -sTaBLe

pesenvoLvebores
EMpPresas
ReD HAT
GOOGLEe
suse
Canonicac
oracere

DISTriBUICOES
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EMPresas:

GOOGLe
ANDroib
SUSE
OPENsUsE
Canonicauc
uBunNTU
oracLee

OoraceLe LinuxX
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KermeL rectease 4.14.0
61,000 FILeS
25,000,000 LINnes

4,394 DevelopPers

=530 COmpPanlies Kermnet

reLeases 4.9.0 - 414.0

pDecempBer 2016 - NOovemBer 2017

HTTPS://GITHUB.COM/GIreGKH/KernetL-beveloPmenT/BLOB/masTter/Kernet-beveloPmenT.PDF
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10,000 LIines abbeb
2,700 LINnes remaoveD

2,000 LINes mMoDIFleDb Kerneu

reLeases 4.9.0 - 414.0

pDecempBer 2016 - NOovemBer 2017

Every Day

HTTPS://GITHUB.COM/GIreGKH/KernetL-beveloPmenT/BLOB/masTter/Kernet-beveloPmenT.PDF
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GITHUB

HTTP://GITHUB.COM/TOrvaLbs/uinuXx

GIT CLONe HTTR://GITHUB.COM/TOrvaLbs/uinuXx

Kermnel.Oorag

HTTPS://GIT.Rernel.ora/

GIT CLONe
HTTPS://GIT.KernelL.OorG/PuB/sCmy/LIiNUX/Kernel/GIT/TOrvaLbDS/LINUX.GIT/

GIT.CenTOsS.OrG

HTTPS://GIT.CeNTOS.Org/summary/remsikKernel.GIm

GIT CLONEe HTTPS://GIT.CeENTOS.OrG/GIT/FrPms/Kernel.GIT && CD Kernet && GIT
CHeCROUT C7 / GIT CHECKOUT [Taal]

GIT CLONEe HTTPS:/GIT.CENTOS.OrG/GIT/CeNTOS-GIT-COMMON.GIT
—OT <Ol IrCcac <y



https://git.centos.org/git/centos-git-common.git

COMO OBTer O hucLeo DO LINUX AL |_ E |_ E

SECURITY INTELLIGENCE

CONTINUOUS reLease - PermitTe acesso PreviamenTe a pPacoTes Que
esTarao DISPONIvels Nas pProximas versoes

AdditionalResources » Repositories » CR

The Continuous Release (CR) Repository

Contents

. Purpose
. The Issue

1
2
3. A Resolution
4. Usage

5

. Announcements

1. Purpose

I The continuous release (CR) repository makes generally available packages that will appear in the next point release of CentOS, on a testing and hotfix basis until formally released. I

2. The Issue

At a point release stage, new sources have been released by the upstream vendor, but binary updates are not formally issued as complete until the ISOs are ready (e.g., here, during the 5.8 release build
process). This entails, in part building the updated RPMs with any needed patches; solving installer issues that crop up in anaconda; verification by the QA group of content; the delay while mirrors
synchronize sufficiently to handle the update load; and finally formal release of a new point release.

For new major releases (i.e., the .0 point release), there is no prior point release in the major release series which may need security issues addressed, and so no need for streaming out 6.0 series updates
before 6.0 itself was formally released; however for existing installs of a given major release, some administrators may desire, after review of announced updates from the upstream vendor, to update sooner
than the complete CentOS point release rebuild process formerly permitted.

HTTPS://WIKIL.CENTOS.ONG/ADDITIONALRESOUIrCces/RepPOSITOres/CRr
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CONTINUOUS retease - CoOmao usar

4. Usage

Usage of the CR repository is entirely optional to a system administrator, and is based on their express actions to opt-in.
Installation instructions for CentOS 5 and 6: You can install the CR repository by running yum install centos-release-cr. The package is included in the CentOS Extras repository, enabled by default.

Installation instructions for CentOS 7: The repository configuration file is included in the newest centos-release package. First update your system with yum update to get the new centos-release package,
then run yum-config-manager --enable cr to enable the CR repository.

You can verify that your repository configuration is correct by running yum repolist. You should see a CR repository in the repository list. The CR repository will be empty and ignored until packages are
placed in it at point release roll-over time. It will be emptied once the new point release is complete, but you can remain with the CR repository enabled if you so choose. This will allow you to be set up to
receive CR updates for the next point release roll-over cycle.

HTTPS://WIKIL.CENTOS.ONG/ADDITIONALRESOUIrCces/RepPOSITOres/CRr
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.config - Linux/x86 3.10.0-693.5.2.el7 Kernel Configuration

Arrow keys navigate the menu. <Enter> selects submenus --->. Highlighted letters are hotkeys. Pressing <Y> includes, <N> excludes, <M> modularizes features. Press
<Esc><Esc> to exit, <?> for Help, </> for Search. Legend: [*] built-in [ ] excluded <M> module < > module capable

eneral setup --->
-*- Provide system-wide ring of trusted keys
[*] Provide system-wide ring of blacklisted keys
[*] Enable loadable module support --->
-*- Enable the block layer --->

rocessor type and features --->

ower management and ACPI options --->

us options (PCI etc.) --->

xecutable file formats / Emulations --->
<*> Volume Management Device Driver
-*- Networking support --->

evice Drivers --->

irmware Drivers

ile systems --->

ernel hacking

ecurity options

ryptographic API

irtualization --->

ibrary routines --->

nables more stringent kabi checks in the macros

< Exit > < Help > < Save > < Load >
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SUBSISTEMmaAas

IPC (INTer Process communicaTion)
MM (Memaory manacememnT)

VES (VIFTUal FlLe sYsTems)
NeTWOrKING

seCurity

AUDITING

Process

sCcHeDbuLlING

POwWwer manacemenT
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SUBSISTEMmaAas

functionalities
ayers

user
space
interfaces

system calls.
and system files

virtual

bridges

cross-functional
dul

logical

functions
implementations.

device
control

hardware
interfaces

electronics

human interface

HI char devices

cdev_add

input_fops snd_fops

Vvided_fops
consolé_fops.

to_fops

sys_capset
sys_sysiog

security/

security
Nux/security.n
socuniy/ capsat may_open

security_inode_create
security_ops.
selinux_ops

debugging
sys_ptrace log_but
register_kprobe printk
handle_sysrq  oprofile_start
kodb_breakpoint  oprofile_init

HI subsystems

ots
alsa

video_device

tty
abstract devices

an
HID class drivers

drivers/input/ | drivers/medja/ sound/

console

kbd
mousedev

Hi

devi

_ops

o drvr

atkbd_c

i80s2.

user peripherals
keyboard  camera
areshics card

mouse audio

system
interfaces core

system files

kemel
System Call Interface
linux/syscalls.h
linux/uaccess h
copy_from_user systs_ops

register_chedov gy iocn

cdevimap sys_epoil c
cdev  sys_reboot
nit_module =* i

Device Model s
drivers/baser "
kobject

bus._register

louxiobiectn
ot
linux/device.h

bus_type
device_create

device
device_type
driver. register
device_driver
probe
| kvm
toad_module
module
module_param

Kobject_vavent_init
kobject_uevent
kernel_param

iniv/ system run
kernel/ boot, lown
power management
inw/main.c

start_kernot

do_i mucaus‘ — \

! e restart
run_init ‘process kermel
hiernat

eneric H

request_region
request_mem_region jotey_driver
Lregions

mit_urb

device
and bus dri

sp controlier

Ytpone controlier

Linux kernel
processing

Kermel processes
kernelsignalc
sys_kill =
S Sion

G sigaction

sys_execve sys_clone

sys_futex

threads

schedule_work  cexs woteut

T work  quetie_work,

work Struct workaleus._siruct

kthread_create
kernel ‘thread

current

thread_info koot

lock_kernel
kernet_flag

down_interruptible
up
semaphore

spin_lock_irasave
sp.‘.’.' unbadﬁmm

interrupt

registers  APIC  controfier

map
memory

memory access

sys_|

sye vm_ops
shmctl

shmat

sys_sysinfo

sys_mprotect
sys_mincore

si_mefninfo

proc/meminfo mmap_mem

sys_msync

memory

find_via_prepare

vimalloc
viree
vemlisf

vm_Struct

virt_to’_page

mmvmmap.¢ o mmap
memory
mapping
do_mmap_pgoft
kmem_cache. alloc
vma_tink
men_struct
m_area_struct

emory
et

logical

physically maj
mm_init

kmalloc

XOc;fﬁ
- . m/;..., page

\otairam_pages try_toIrpe_pages

hysical i
operat
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storage

files & directories
access

vis_fstat
vis_getattr
inode

inode_ophrations

fangity

net

sys_open
v SYS_read

splice

Ve sendtie

sys_socketeall

networking
sockets access

sys_socket

/proc/net/

sock_ioct!

protocol families

inet_ini

inet_tamily_

inet_create

filé opérations.

file_system_type

get_sb

super_block
page cache
adaress_space
bl wreBEaIE Thread
30 Wiitepaes

s swapin® W aP

swap._into kswapd

do_swap_page
wakeup_kswapd

logic:
e syst

\
AN

\ oxta_¢

exta_readdir

block dévlces
/qendisk

blocks
block_device_cperations

o shice_drect
enric 88_sio fo

networking
storage
nfs_file_operations.
smb._ts_type
cits._tile_ops
iscsl_top._transport

proto.

extd_fie_bperations

jot_sb

0_local dafuer

3
o_roule.

n
linux/netdavi

neti_receive_skb

drivers/|

disk controller
drivers

scsi_host_alioc

se.AINe.«

aicgaxx_init

disk controllers

SATA

inet_dgrafm_ops
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SECURITY INTELLIGENCE

git clone git://repo.or.cz/smatch.git
cd smatch

make

Now let's create a small test.c file:

#include "check_debug.h"
int var;
void function(void)

{
if (var < 0 || var >= 10)
return;

_ smatch_implied(var);

}

The "check_debug.h" file can be included into any .c file. It is used
to display internal Smatch information which helps with debugging. If
you run "./smatch test.c’, then that prints the value of the "var"
variable.

test.c:9 function() implied: var = '0-9°'

HTTPS://BLOGS.OracLe.com/unuxKkernel/smatCH-sTaTlC-analtysis-TOOL-Overview,-BY-Dan-carrenTter
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CVE-2015-7613

‘RacCe CONDITION 1IN THe IPC OBJeCT ImPLemenTartion 1IN
THe LINUX Rernetk THroucH 423 alLLOWS LOCal users
TO Galn pPriviLeGes BY TriGgaGerinGg anm 1PC_abbDID Call
THaT Leabs TO JUIDb anb GID CcOoOmpParisons aGalnsTt

uninitTiactizeb Data, retareb 1O msacC, SHM.C, anb
uTtie.Cr”

HTTPS://CvVemITre.OrGg/Cal-Blin/Cvename.cGli?z?name=CVve-2015-7613



IPC SUBSYSTEM

NAME

SYNOPSIS
#include <sys/msg.h>
#include <sys/sem.h>
#include <sys/shm,h>

DESCRIPTION

Mamn sVIPC

_svsTemyv ipc AL L ELIE=

SECURITY INTELLIGENCE
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SECURITY INTELLIGENCE

A vUuLneraBiLibabe arFeTava TODO O suBsisTema (3
mecanismos) mas QuanNnbo ela Ol CcorriGgiba
iNIcClatmenTe em UPSsTream, somenTte em  um
mecanismo FOlI  COrriGIDO  (semarForo).  APOS a3
correcao, ainba era POoSsSsiveL expPLorar a mesma
vuLneraBiuLibabpe uTIiLiZzanNbDo oS OuTros DOIS

MmecCanisMmaos DO suBSISTeMma IPC (Imessace, sHareb
memaory).

HTTPS://CvVemITre.OrGg/Cal-Blin/Cvename.cGli?z?name=CVve-2015-7613



vVulneraBlliDabes - CVE-2015-7/613 AI_I_EI_E

SECURITY INTELLIGENCE

Initialize msg/shm IPC objects before doing ipc_addid() Browse files

As reported by Dmitry Vyukov, we really shouldn't do ipc_addid() before
having initialized the IPC object state. Yes, we initialize the IPC
object in a locked state, but with all the lockless RCU lookup work,
that IPC object lock no longer means that the state cannot be seen.

We already did this for the IPC semaphore code (see commit e8577d1:
"ipc/sem.c: fully initialize sem_array before making it visible") but we
clearly forgot about msg and shm.

Reported-by: Dmitry Vyukov <dvyukov@google.com>

Cc: Manfred Spraul <manfred@colorfullife.com>

Cc: Davidlohr Bueso <dbueso@suse.de>

Cc: stable@vger.kernel.org

Signed-off-by: Linus Torvalds <torvalds@linux—foundation.org>

I master (#115) © v4.16 - v4.3-rcd

"! torvalds committed orISep 30, 2015 I 1 parent 3225031 commit b9a532277938798b53178d5a66af6e2915¢ch27cf




vVulneraBlliDabes - CVE-2015-7/613 AI_I_EI_E

SECURITY INTELLIGENCE

ipc/sem.c: fully initialize sem_array before making it visible Browse files

ipc_addid() makes a new ipc identifier visible to everyone. New objects
start as locked, so that the caller can complete the initialization
after the call. Within struct sem_array, at least sma->sem_base and
sma—->sem_nsems are accessed without any locks, therefore this approach
doesn't work.

Thus: Move the ipc_addid() to the end of the initialization.

Signed-off-by: Manfred Spraul <manfred@colorfullife.com>
Reported-by: Rik van Riel <riel@redhat.com>

Acked-by: Rik van Riel <riel@redhat.com>

Acked-by: Davidlohr Bueso <dave@stgolabs.net>

Acked-by: Rafael Aquini <aquini@redhat.com>

Signed-off-by: Andrew Morton <akpm@linux-foundation.org>
Signed-off-by: Linus Torvalds <torvalds@linux-foundation.org>

I master (#4) © v4.16 .- v3.18

! manfred-colorfu authored and torvalds committed oI\ Dec 2, 2014 Il parent 92788ac  commit e8577d1f0329d4842e8302e289fb2c22156abef4
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LICOeS

ProOGramabpores experienTes, TamBem erram
(esQuecem)

conHecimenTO DO FUuNcionamenTo IMTerno DO
suBsisTema aJuba BasTante Duranite O Processo De
Procura, cenrenbDIMmenTOo e expPLOracao BIS
vVutlneraBlliDabes
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CVE-201/-1066]

‘RaACe CONnDITION IN £Ss/TImereb.C 1IN THe LINUX RKernet
BerFOre 41015 aLLOWS LOCal users 1O Galn PriviLeGes
Or Cause a Denlabt OF service (LIST COrrupPTion or
use-arFTer-Free) via simulLTaneous FlLe-DesCriPTOr
oPerartlions THartm Leverace ImpProkPer miGHT_Cancet
Queuelna”

HTTPS://NVD.NIST.GOV/VULN/DeTallL/CVE-2017-10661



TIimereD SsUBSYSTEIM

TIMERFD_CREATE(2) Linux Programmer's Manual
NAME

timerfd_create, timerfd_settime, timerfd_gettime - timers that notify via file descriptors
SYNOPSIS

#include <sys/timerfd.h>

int timerfd_create(int clockid, int flags);

int timerfd_settime(int fd, int flags,
const struct itimerspec *new value,
struct itimerspec *old_value);

int timerfd_gettime(int fd, struct itimerspec *curr_value);
DESCRIPTION

AL L=

SECURITY INTELLIGENCE

TIMERFD_CREATE(2)

These system calls create and operate on a timer that delivers timer expiration notifications via a file descriptor. They provide an alternative to the use of
setitimer(2) or timer_create(?), with the advantage that the file descriptor may be monitored by select(2), poll(2), and epoll(7).

The use of these three systen calls is analogous to the use of timer_create(?), timer_settime(2), and timer_gettime(2). (There is no analog of timer_getoverrun(2),

since that functionality is provided by read(2), as described below.)

Man TimerFb_CcreaTte
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SECURITY INTELLIGENCE

vutLneraBitiDabe PuBLICamenTe CONnHeClDa aQue alnba arFeTtTa, Pelo
Menaos, a ULTima versao DO CeENTOS 7 (LINUX-310.0-693.21.1.eL7)

HTTPS://NVD.NIST.GOV/VULN/DeTallL/CVE-2017-10661
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= 1linux-3.10.0-693.21.1.el7 git:(187831e) X uname -a

Linux research@l 3.10.0-693.21.1.el7 #0@ SMP Mon Mar 5 11:34:50 -03 2018 x86_64 x86_64 x86_64 GNU/Linux
= 1linux-3.10.0-693.21.1.el7 git:(187831e) X /tmp/poc > /dev/null

e

= linux-3.10.0-693.21.1.el7 git:(187831e) X dmesglgrep -A3 WARNING|tail -f

[64423.042382]WARNING: CPU: 2 PID: 101718 at lib/list_debug.c:62 __list_del_entry+0x82/0xd0
[64423.042383]f 1ist_del corruption. next->prev should be ffff880079336ca8, but was deaddd0000000200
[64423.042384] LU= EVEhL rosT=mrt=tresZepermur-gish_clmulni_intel aesni_intel 1
rw gf128mul glue_helper ablk_ helper cryptd snd_ens1371 snd_rawmidi snd_ac97_codec ac97_bus snd_ seq snd_seq_device snd_pcm snd_time
r nfit snd ppdev pcspkr joydev libnvdimm vmw_balloon parport_pc soundcore parport sg vmw_vmci shpchp i2c_piix4 ip_tables ext4 mbca
che jbd2 sr_mod cdrom ata_generic pata_acpi vmwgfx sd_mod crc_t1@dif drm_kms_helper crctl@dif_generic syscopyarea sysfillrect sysi
mgblt fb_sys_fops ttm drm ata_piix libata mptspi el@@@ scsi_transport_spi mptscsih crctl@dif_pclmul crctl@dif_common mptbase crc32
c_intel i2c_core serio_raw

[64423 0424177 CPU: 2 PID: 101718 Comm: poc Tainted: G W e 3.10.0-693.21.1.el7 #0

[64444 630195]| WARNING: CPU: 1 PID: 26296 at lib/list_debug.c:91 __list_add_rcu+@x5b/0x80

[64444.630197]f 1ist_add_rcu corruption. next->prev should be prev (ffffffff81a98d6@), but was dead?d00000000200. (next=ffff88007933
6cad).
[64444.630198] Modules linked in: coretemp snd_seq_midi snd_seq_midi_event iosf_mbi crc32_pclmul ghash_clmulni_intel aesni_intel 1
rw gfl28mul glue_helper ablk_helper cryptd snd_ens1371 snd_rawmidi snd_ac97_codec ac97_bus snd_seq snd_seq_device snd_pcm snd_time
r nfit snd ppdev pcspkr joydev libnvdimm vmw_balloon parport_pc soundcore parport sg vmw_vmci shpchp i2c_piix4 ip_tables ext4 mbca
che jbd2 sr_mod cdrom ata_generic pata_acpi vmwgfx sd_mod crc_t1@dif drm_kms_helper crctl@dif_generic syscopyarea sysfillrect sysi
mgblt fb_sys_fops ttm drm ata_piix libata mptspi 1000 scsi_transport_spi mptscsih crctl@dif_pclmul crctl@dif_common mptbase crc32
c_intel i2c_core serio_raw

[64444.630242] CPU: 1 PID: 26296 Comm: poc Tainted: G W e 3.10.0-693.21.1.el7 #0

= 1linux-3.10.0-693.21.1.el7 git:(187831e) X _
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about summary refs log tree commit diff

author Thomas Gleixner <tglx@linutronix.de>J 2017-01-31 15:24:03 +0100
committer Thomas Gleixner <tglx@linutronix.de>} 2017-02-10 11:15:09 +0100
commit le38da300ele395a15048b0afle5305bd9 5]

tree 9d5c20e4fblaba203e59dbd6l46eee723f258a3a

parent 7551b02b%94adldaee3a79d667dc3c46d08328£87 (diff)

download linux-le38da300ele395al15048b0afle5305bd91402f6.tar.gz

timerfd: Protect the might cancel mechanism proper

The handling of the might_ cancel queueing is not properly protected, so
parallel operations on the file descriptor can race with each other and
lead to list corruptions or use after free.

Protect the context for these operations with a seperate lock.

The wait queue lock cannot be reused for this because that would create a
lock inversion scenario vs. the cancel lock. Replacing might cancel with an
atomic (atomic_t or atomic bit) does not help either because it still can
race vs. the actual list operation.

Reported-by: Dmitry Vyukov <dvyukov@google.com>

Signed-off-by: Thomas Gleixner <tglx@linutronix.de>

Cc: "linux-fsdevel@vger.kernel.org"

Cc: syzkaller <syzkaller@googlegroups.com>

Cc: Al Viro <viro@zeniv.linux.org.uk>

Cc: linux-fsdevel@vger.kernel.org

Link: http://lkml.kernel.org/r/alpine.DEB.2.20.1701311521430.3457@nanos
Signed-off-by: Thomas Gleixner <tglx@linutronix.de>
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First Last Prev Next This bug is not in your last search results. Format For Printing - XML - Clone This Bug - Last Comment

Summary: CVE-2017-10661 kernel: Handling of might_cancel queueing is not properly pret...

Status:
Aliases:

Product:
Component:
Version:
Hardware:

Priority

Target Milestone:
Target Release:
Assigned To:

QA Contact:
Docs Contact:

URL:
Whiteboard:
Keywords:

Depends On:
Blocks:

NEW
CVE-2017-10661

Security Response
vulnerability (Show other bugs)
unspecified

All Linux

medium Severity medium

Red Hat Product Security

impact=moderate,public=20170210,repor...
Security

1485404 1485405 1485406 1485407 1485408 1485409 1485410
1481154
Show dependency tree / graph

Reported
e
CC List

: 2017-08-14 04:16 T_
: B T (History

: 37 users

See Also:

Fixed In Version:

Doc Type:
Doc Text:

Clone Of
Environment
Last Closed

Bug Fix

A race condition was found in the Linux kernel
before version 4.1l-rcl in 'fs/timerfd.c' file
which allows a local user to cause a kernel list
corruption or use-after-free via simultaneous
operations with a file descriptor which leverage
improper 'might_cancel' queuing. An unprivileged
local user could use this flaw to cause a denial
of service of the system. Due to the nature of
the flaw, privilege escalation cannot be fully
ruled out, although we believe it is unlikely.
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Attachments (Terms of Use)

Add an attachment (proposed patch, testcase, etc.)

- 2017-08-14 04:16:55 EDT Description

The handling of the might_cancel queueing is not properly protected, so parallel
operations on the file descriptor can race with each other and lead to list
corruptions or use after free.

References:

https://marc.info/?1=linux-fsdevel&m=148587265720603&w=2
https://marc.info/?t=148587273100007&r=1&w=2
https://source.android.com/security/bulletin/2017-08-01#kernel-components

Upstream patch:

2017-08-25 11:20:24 EDT I Comment 4

Statement:

This issue does not affect Red Hat Enterprise Linux 5 as the code with the flaw is
not present in the products listed.

This issue affects Red Hat Enterprise Linux 6, 7 and Red Hat Enterprise MRG 2.
Future updates for the respective releases may address this issue.

Note
FYou need to log in before you can comment on or make changes to this bug.
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LICOeS
BACKPOITING

vuLneraBliliDabes COorriagibas em upsTrearmnm PODem
Levar TempPO Para serem CcorriGibas Nnas DISTriBUICOesS.
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CVE-2016-/117

‘Use-arFtTer-Free vutlneraBliu Ty 1M THe
_SYSs_ recvmmsacG FUuncTion 1IN NeT/soOCcCKeT.C 1IN THe
LINUX Kermetb BeFOore 452 aLLOWS remoTe alTTaCrers
TO eXeCuTe arBlitTrary cobe Via veCTors INnvoLviNnGg a
FeCvmmsaG sysrterm Ccalb THartv Is misHamnblLeDb DUrinG
error Processing”

HTTPS://NVD.NIST.GOV/VULN/DeTallL/CVE-2016-7117
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RECVMMSG(2) Linux Programmer's Manual RECVMMSG(2)

NAME
recvimsg - receive multiple messages on a socket

SYNOPSIS
#define _GNU_SOURCE
#include <sys/socket.h>

int recvimsg(int sockfd, struct mmsghdr *nsgvec, unsigned int vien,
unsigned int flogs, struct timespec *:imeout);

DESCRIPTION
The recviimsg() system call is an extension of recvmsg(2) that allows the caller to receive multiple messages from a socket using a single system call. (This has per-
formance benefits for some applications.) A further extension over recvmsg(2) is support for a timeout on the receive operation.
The sockfd argument is the file descriptor of the socket to receive data from,

The msgvec argument 1s a pointer to an array of mmsghdr structures. The size of this array is specified in vlen.

The mmsghdr structure is defined in <sys/socket.h> as:

Man reCvmmsa
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vVutLneraBlliDabe arFeTouUu uima Parte PrinciPalt

DO NUCLeO DO LINUX, abiCcionaba em 2009 e FOl
somenTe COrriGiba em 2016 (7 anos)

HTTPS://NVD.NIST.GOV/VULN/DeTallL/CVE-2016-7117
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net: Fix use after free in the recvmmsg exit path Browse files

The syzkaller fuzzer hit the following use-after—free:

Call Trace:
[<ffffffff8175eale>] _ asan_report_load8_noabort+@x3e/0x40 mm/kasan/report.c:295
[<ffffffff851cc31a>] __sys_recvmmsg+@x6fa/0x7f@ net/socket.c:2261
[< inline >] SYSC_recvmmsg net/socket.c:2281
[<ffffffff851cc57f>] SyS_recvmmsg+0x16/0x18@ net/socket.c:2270
[<ffffffff86332bb6>] entry_SYSCALL_64_fastpath+0x16/0x7a
arch/x86/entry/entry_64.5:185

And, as Dmitry rightly assessed, that is because we can drop the
reference and then touch it when the underlying recvmsg calls return
some packets and then hit an error, which will make recvmmsg to set
sock—->sk->sk_err, oops, fix it.

Reported—and-Tested-by: Dmitry Vyukov <dvyukov@google.com>
Cc: Alexander Potapenko <glider@google.com>

Cc: Eric Dumazet <edumazet@google.com>

Cc: Kostya Serebryany <kcc@google.com>

Fixes: a2e2725 ("net: Introduce recvmmsg socket syscall")
http://lkml.kernel.org/r/20160122211644.GC2470@redhat.com

SITYNMCU T OT T Oy . .

Signed-off-by: David S. Miller <davem@davemloft.net>

P master © v4.16 ... v4.6-rcl

Arnaldo Carvalho de Melo authored and davem330 committed of§ Mar 14, 2016 |1 parent b6e4038  commit 34b88a68f26a75e4fded796f1a49c40182234b7d
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net: Introduce recvmmsg socket syscall Browse files

Meaning receive multiple messages, reducing the number of syscalls and
net stack entry/exit operations.

Next patches will introduce mechanisms where protocols that want to
optimize this operation will provide an unlocked_recvmsg operation.

This takes into account comments made by:

. Paul Moore: sock_recvmsg is called only for the first datagram,
sock_recvmsg_nosec is used for the rest.

Caitlin Bestler: recvmmsg now has a struct timespec timeout, that
works in the same fashion as the ppoll one.

If the underlying protocol returns a datagram with MSG_00B set, this
will make recvmmsg return right away with as many datagrams (+ the 00B
one) it has received so far.

Rémi Denis—-Courmont & Steven Whitehouse: If we receive N < vlen
datagrams and then recvmsg returns an error, recvmmsg will return
the successfully received datagrams, store the error and return it
in the next call.

This paves the way for a subsequent optimization, sk_prot—>unlocked_recvmsg,
where we will be able to acquire the lock only at batch start and end, not at

every underlying recvmsg call.

Signed—-off-by: Arnaldo Carvalho de Melo <acme@redhat.com>
Signed—off-by: David S. Miller <davem@davemloft.net>

I master © v4.16 ... v2.6.33-rc1

Arnaldo Carvalho de Melo authored and davem330 committed orff Oct 13, 2009 j1 parent c@5e85a commit a2e2725541fad72416326798c2d7fad4dafb7d337
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Summary: CVE-2016-7117 kernel: Use-after-free in the recvmmsg exit path

Status: CLOSED ERRATA Reported:

Aliases: CVE-2016-7117
: 54 users
Product: Security Response agordeev

Component: vulnerability (Show other bugs) alekcejk
. - amaris
Version: unspecified aquini

Hardware: All Linux arm-mgr

Priority high Severity high
Target Milestone: ---
Target Release: ---
Assigned To: Red Hat Product Security
QA Contact: Doc Text: A use-after-free vulnerability was found in the
kernel's socket recvmmsg subsystem. This may
allow remote attackers to corrupt memory and may
allow execution of arbitrary code. This
URL: corruption takes place during the error handling
Whiteboard: impact=important,public=20160314,repo... routines within __ sys_recvmmsg() function.

Keywords: Security Clone Of:

See Also:
Fixed In Version:

Doc Type: If docs needed, set a value

Docs Contact:

Environment:

Duplicates: C\VE-2017-8281 (view as bug list
P ( 9 list) Last Closed: 2017-02-15 05:58:17 EST

Depends On: 1382269 1390044 1330046 1330047 1390048 1390805 1390806 1390807 1390808 1399113 1399114 1399115 1393116
13994H17 13994118 1399119

Blocks: 1382270
Show dependency tree / graph
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Urm POUCO Imals Que 3 meses Para ser CorriGiba

errata-xmirpc | 2017-01-17 13:19:30 EST Comment 30

This issue has been addressed in the following products:

Red Hat Enterprise Linux 7

Via RHSA-2017:0086 https://rhn.redhat.com/errata/RHSA-2017-0086.html
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LICOeS

Vallbabe Da Lel De LIiNus (LINUS'sS Law)

‘DADOS OLHOS SUFICIeNTes, TODOS OS erros sao
OBVIOS
(Glven eNnouGH eyeBalLs, alLl BUGS are sHaLLow)”

ProFuUuNDIDaDpe ba Base pe CcObDIGO

ESSa vulLneraBlitiDabe aFeTOUu Uma Parte PrinciPac
DO NUCLEeO DO LINUX, a CHamaba be sisTema reCvmmsa()

HTTPS://PT.WIKIPEDIA.OrG/WIKI/Lel_De_LINuUs
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MODULOS De Terceiros

carPaBiLITIES

carrecamenTo auTomaTICO be MODULOoS
NamespPaces

CHaANGEeLOG / NOVOS recursos / BeTa
LISTA De DISCUSsoOes
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